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One standard deviation away from the mean in either direction on the horizontal axis (the red area on the above graph) accounts for 68 percent of the group. Two standard deviations away from the mean (the red and green areas added together) account for roughly 95 percent of the people. And three standard deviations (the red, green and blue areas) account for about 99 percent of the people.

If this curve were flatter and more spread out, the standard deviation would have to be larger in order to account for those 68 percent or so of the people. So that's why the standard deviation can tell you how spread out the examples in a set are from the mean.

Why is this useful? Here's an example: If you are comparing test scores for different populations, the standard deviation will tell you how diverse the test scores are for each group.

Let's say CPS workers have a higher mean test score than APS workers. Your first reaction might be to jump to some conclusion about the two groups.

But a bigger standard deviation for group tells you that there are relatively more people in that group scoring toward one extreme or the other. By asking a few follow-up questions you might find that, say, CPS’s mean was skewed up because the agency puts them on call and since after-work is inconsistent, their scores were dragged down because of how negatively some of the CPS relationships may have been adversely affected from being out late at night.  

In this way, looking at the standard deviation can help point you in the right direction when asking why data is the way it is.

The standard deviation can also help you evaluate the worth of all those so-called "studies" that seem to be released to the press everyday. A large standard deviation in a study that claims to show a relationship between eating Twinkies and killing politicians, for example, might tip you off that the study's claims aren't all that trustworthy.

To calculate the standard deviation: 
x = one value in your set of data
avg (x) = the mean (average) of all values x in your set of data
n = the number of values x in your set of data. For each value x, subtract the overall avg (x) from x, then multiply that result by itself (otherwise known as determining the square of that value). Sum up all those squared values. Then divide that result by (n-1). Got it? Then, there's one more step... find the square root of that last number. That's the standard deviation of your set of data. 
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